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Abstract

Neural speech coding (NSC) leverages deep learning to
achieve high-quality speech compression, surpassing conven-
tional methods. However, recent NSC models have grown sub-
stantially in size and complexity, limiting their feasibility for
real-time processing on resource-constrained devices. To ad-
dress this issue, we propose a speaker-aware model compres-
sion framework for end-to-end NSC. In this approach, speak-
ers are clustered by perceptual similarity, and both encoder and
decoder are trained with group-specific data, reducing compu-
tation while preserving perceptual quality. Subjective listening
tests show that the proposed method reduces the model size by
96% and the bitrate by 50% (from 2 kbps to 1 kbps), while
maintaining the perceptual quality of the state-of-the-art De-
script audio codec (DAC). Moreover, the personalized models
remain robust under noisy conditions, consistently outperform-
ing baselines under acoustic distortions. These results highlight
the feasibility of deploying NSC on low-power devices in both
clean and noisy environments.

Index Terms: Neural speech coding, model compression, per-
sonalization, speech coding

1. Introduction

Neural speech codecs (NSC) are based on deep learning for
effective speech compression and reconstruction, offering su-
perior performance over traditional codecs [1]. Current NSC
methods fall into two categories: neural vocoder-based and
end-to-end codecs. Neural vocoder-based NSCs reconstruct
speech from compressed features using generative vocoders
such as WaveNet [2, 3], WaveRNN [4], LPCNet [5], and HiFi-
GAN [6], which improve perceptual quality at low bitrates with
different trade-offs between quality and efficiency. By contrast,
end-to-end codecs such as SoundStream [7], EnCodec [8], Fun-
Codec [9], and Descript audio codec (DAC) [10] adopt convolu-
tional encoder—decoder architectures with residual vector quan-
tization (RVQ), achieving higher quality at low bitrates. Hybrid
approaches such as SemantiCodec [11] also consider semantic
quality to maximize coding gain.

Advances in NSC have relied heavily on model capacity.
For example, BigCodec uses 159 million parameters, which is
over fifteen times larger than conventional 10M-parameter mod-
els, dramatically increasing computational and memory costs
[12]. SuperCodec employs selective up-/down-sampling, and
SRCodec adds dual attention, both exacerbating computational
overhead [13, 14]. Such demands hinder real-time processing
and limit deployment on low-power devices, emphasizing the
need for model compression and architectural optimization.

Sound examples can be found at https://minjekim.com/
research-projects/PNSC#interspeech2026.
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Figure 1: The overview of the personalized NSC system used in
the speech communication scenario.

Several speaker-agnostic model compression techniques
have been proposed for NSC to reduce computational complex-
ity. Notable approaches include gated residual networks and
depthwise separable convolution [15], sparse matrices applied
to GRUs, and linear prediction for spectral envelope modeling
[5]. A causal architecture using projected Scalar Quantization
and Short-Time Fourier Transform (STFT) representations has
also shown high performance under low-complexity and low-
bitrate conditions [16]. However, these methods are often heav-
ily dependent on specific architectures or have limited compres-
sion, making it difficult to balance model efficiency and percep-
tual quality. To overcome these limitations, more advanced and
generalized model compression approaches are needed.

Personalized neural speech codecs (PNSC) [17] are con-
sidered a promising alternative to speaker-agnostic model com-
pression. PNSC leverages speaker-specific characteristics by
grouping speakers based on perceptual similarity and training
customized LPCNet vocoder for each group. This approach re-
duces the model complexity while enhancing perceptual qual-
ity at the same bitrate. However, the specific variation proposed
in [17], personalized LPCNet (PLPCNet), applied personaliza-
tion only to the decoder, leaving the non-neural encoder un-
compressed. Since personalization is an architecture-agnostic
concept, PNSC should not be limited to a particular architec-
ture. For example, it can benefit an autoencoder-based codec’s
encoder and decoder synergically. In addition, while PLPC-
Net was validated only on clean speech signals, model person-
alization is reported to be successful in speech enhancement as
shown in personalized speech enhancement models [18, 19].

‘We propose maximizing the efficacy of personalization by
compressing the encoder, decoder, and quantizer within an
end-to-end framework. To this end, we begin with DAC, a
popular open-sourced neural codec that provides the state-of-
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the-art performance through an encoder-decoder architecture.
We demonstrate that the personalized DAC (PDAC) model en-
hances speech quality and reduces bitrates and the overall model
complexity. PDAC also shows acceptable robustness to the test
scenario when the test speaker is misclassified into an incorrect
group or contaminated by interfering sources.

2. End-to-End (E2E) Model Compression
for Personalized Neural Speech Codecs

2.1. Overview of the E2E Personalization Scheme for NSC

The proposed end-to-end (E2E) model compression method for
PNSC, both the sender and receiver adapt to speaker-specific
characteristics. It is different from the previous PLPCNet ar-
chitecture [17], which was able to compress only the receiver
portion of the system due to its dependence on the LPCNet
architecture. The proposed E2E compression method is char-
acterized by the sender that extracts speaker-specific features,
classifies the speaker into a pre-defined group, and transmits
both the compressed bitstream and the group index to the re-
ceiver. This group index ensures that the receiver applies the
appropriate personalized decoder as well, resulting in higher re-
construction quality and computational efficiency.

Fig. 1 provides an overview of the E2E personalized codec
system. The input signal is assumed to be a noisy version of a
clean speech, e.g., ¢ = s 4+ n. It is processed by a noise-robust
speaker encoder F (+) to extract a speaker-specific feature vector
z. Then, it is compared with C' pre-defined speaker-group cen-
troids, each of which is representing the speaker-group’s char-
acteristics. The group ¢* with the most similar centroid vector
1) to the input speaker’s feature vector z is selected:

¢* = argmin ||z — p'9])2, )
cel,2,...,C

where we use Euclidean distance, as the centroids are prepared
based on k-means clustering (more details are in Sec. 2.2).

The input noisy speech signal x is then fed to the separate
noise-robust utterance encoder G (‘3*)(-) to produce the com-
pressed bitstream y: y < G (s). Here, the E2E compres-
sion is achieved by exclusively running the small selected en-
coder G (c*)(~) rather than employing a large general-purpose
speech encoder. Since the sender transmits not only y but the
group index ¢ to the receiver, the receiver assigns the corre-
sponding personalized decoder D(C*>(-) for the reconstruction
job: 8 « D) (y). Note that the two representations y and
z serve distinct purposes in the system: the former is the com-
pressed code used for speech reconstruction, whereas the lat-
ter is used solely to classify the speaker into the corresponding
speaker group c”. In addition, since the training objective is to
reconstruct the clean speech s from the noisy input @, the codec
as a whole conducts the denoising task. Hence, the bitstream y
is supposed to contain clean speech’s information rather than
the mixture’s.

The proposed E2E PNSC architecture achieves
personalization-based compression by turning the mix-
ture of local experts (MoLE) architecture [20, 21] into an
exclusive (or sparse) version, where only the relevant local
expert is selected and run during inference instead of their
weighted sum. More specifically, in the proposed system,
since the exclusive MoLE architecture is employed both on the
sender and receiver sides, the model compression effectiveness
increases compared to the existing PLPCNet architecture.

Table 1: DAC model configurations

Module Large Small Tiny

Enc encoder_-dim 64 36 16
encoder_rate  [24,58] [2,2,5,8] [2,2,5,8]
latent_dim 1024 576 256

Dec decoder_dim 1536 576 256
decoder_rate [8,5,4,2] [8,5,2,2] [8,5,2,2]

Quant # Codebook 12 6 6
codebook_size 1024 1024 1024
codebook_dim 8 8 8

# Parameters 74.18M 14.99M 3.02M

2.2. The Speaker Grouping Strategy

PNSC assumes that a group of speakers with similar speech
characteristics has lower variability than the entire speech cor-
pus. Therefore, differently from conventional deep learning
models that tend to require a large model capacity to general-
ize across extensive data variations, PNSC focuses on a cohe-
sive subset of data, making it possible to use relatively smaller
models.

The speaker grouping is performed in advance in an un-
supervised manner. The speaker encoder F(-) is first trained
to generate discriminative speaker embedding vectors z from
noisy speech @ so it can handle test-time noisy speech signals
robustly. These embedding vectors are then clustered to define
speaker groups. To be specific, we follow a contrastive learn-
ing approach [22] that leverages the Siamese network architec-
ture, where two noisy speech samples x; and ; from the same
speaker yield similar embeddings, i.e., z; ~ z;, while those
from different speakers remain distinguishable. After obtain-
ing the embedding vectors, the k-means clustering algorithm
is applied to the embedding vectors to form speaker groups,
assuming the perceptual similarity between speakers is repre-
sented linearly in the embedding space z. Similar to [17], this
experiment classifies speakers by identifying the nearest cluster
centroid instead of using a softmax layer as defined in eq. (1).
The main improvement from [17] is that the embeddings are
robust to additive noise.

At the test stage, the classification result (¢* in Fig.1) de-
termines the speaker group, which serves as a common refer-
ence for both the encoder and decoder. If the speaker group is
mislabeled, it is possible that the performance of the personal-
ized speech codec could degrade. In Sec. 4, we analyze the
PDAC'’s behavior on this issue, where we empirically show that
finetuning of the classification part as well as the local experts
altogether can mitigate the problem.

2.3. Personalized DAC

PDAC is an end-to-end model compression method derived
from the DAC framework. DAC employs a hierarchical en-
coder—decoder with residual vector quantization (RVQ). The
encoder progressively downsamples the input speech using con-
volutional blocks and strides while expanding the channel di-
mension, then applies nonlinear activation and a latent pro-
jection before RVQ compresses the representation. The de-
coder mirrors this process with transposed convolutions to re-
store temporal resolution and reconstruct the waveform, final-
ized with a Tanh activation for perceptual quality.

The dimensionality parameters—encoder_dim,
latent_dim, and decoder_dim—govern feature diversity
and model capacity. Larger values enhance expressiveness



but increase computational complexity, highlighting the
performance—efficiency trade-off. PDAC addresses this by
personalizing the model to specific speaker groups. Even
with reduced channel sizes, the personalized models capture
group-specific speech traits effectively, lowering complexity
while maintaining quality.

We define the Large model as the baseline configura-
tion in the DAC framework, corresponding to a 16kHz sam-
pling rate signal. Based on this structure, we additionally de-
sign Small and Tiny models, where the Small model re-
duces encoder_dim, latent_dim, and decoder_dim by
approximately half or more compared to the Large model.
Similarly, the Tiny model further reduces encoder_dim,
latent_dim, and decoder_dim by at least half of the Small
model. The detailed configurations of these models are pre-
sented in Table 1, with their total number of parameters being
74.18M, 14.99M, and 3.02M, respectively.

The proposed PDAC is trained in a group-specific manner:
each personalized encoder-decoder pair {G ©, D(c>} is a spe-
cialized version of the generic DAC model, optimized for the
c-th speaker group.

3. Experiment Setup

We evaluated the proposed PDACxS5 framework using the Lib-
riSpeech dataset [23]. The train-clean-100 (100 hours
of speech from 251 speakers) was used for training, while
dev-clean and test-clean were used for validation and
testing. The dataset contains 16 kHz monaural utterances with
16-bit depth. For speaker embedding extraction, we employed a
Siamese network with two 32-unit GRU layers, following [17].

For noisy-condition experiments, mixtures were generated
by combining LibriSpeech utterances with MUSAN noise sam-
ples [24]. Noise was randomly scaled to yield a uniform dis-
tribution of the signal-to-noise ratio (SNR) between —5 and
10 dB. 628 noise types from the free-sound folder were
used for training and validation, and 54 sources from the
sound-bible folder for testing.

Three DAC architectures, Large, Small, and Tiny (Ta-
ble 1), were implemented using the open-source DAC frame-
work. Their parameter counts are 74.18M, 14.99M, and 3.02M,
respectively. Hence, DAC-S’s model size is about 20% of
DAC-L, and DAC-T further reduces to 20% of DAC-S’s and
only 4% of DAC-L’s.

Consistent with prior findings that personalization benefits
diminish as model capacity increases [22, 17], we did not per-
sonalize DAC-L. Instead, we personalized DAC-S and DAC-T
into their personalized variants, PDAC—-S and PDAC-T. For
each complexity configuration, we train C' = 4 specialist mod-
els, which, as a sparse mixture, form the codec. Hence, when
we refer to the size of the model, it is one of the C' specialists’
size because the inference is only one of the chosen specialists
(Sec. 2.3). Training used a batch size of 72, the Adam optimizer
[25] with an initial learning rate of 10™*, and (81, 82)=(0.8,
0.99) for all model types.

We also conducted MUSHRA-style [26] listening tests.
Eight gender- and group-balanced speakers are randomly cho-
sen from the test—-clean. Each test included a hidden ref-
erence, a 3.5 kHz low-pass anchor, and five systems: DAC-L,
DAC-S,PDAC-S, DAC-T, and PDAC-T. To evaluate denoising
performance, an additional test compared DAC—T and PDAC-T
under noisy conditions, highlighting the perceptual benefit of
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Figure 2: Results of the listening test at 1 kbps (left) and 2 kbps
(right). Each marker indicates the mean MUSHRA score with
95% confidence intervals, shown separately for clean and noisy
conditions. Personalized Small/Tiny models surpass the generic
Large (DAC-L) baseline, highlighting the main finding of this
work.

personalization in resource-constrained setups. Eight audio and
speech experts participated in the listening test, all of whom
passed the screening process.

We further analyzed the effect of mislabeled speaker groups
by comparing PDAC-S with misclassified groups, PDAC-S
with correct labels, and DAC-S. The comparison was carried
out using objective metrics, including Mel distance, STFT dis-
tance, scale-invariant SDR (SI-SDR) [27], and PESQ [28],
where lower Mel and STFT distances indicate higher recon-
struction accuracy, while higher SI-SDR and PESQ scores re-
flect better perceptual quality.

For complexity analysis, we exclude the overhead of
speaker classification, assuming speaker identity remains sta-
ble over time, e.g., updated every 1-2 seconds rather than every
frame. The bitrate overhead of the speaker index c* is also ig-
nored, as it is negligible.

4. Experimental Results

Fig. 2 summarizes the subjective listening tests conducted un-
der both clean and noisy conditions at 1 and 2 kbps. The test
results confirm the following trends. First, the proposed PDAC
consistently outperforms the corresponding DAC models at the
same model size and bitrate by a large and statistically signif-
icant margin. The performance gap is more pronounced at the
lower bitrate (1 kbps) than at the higher bitrate (2 kbps), but
consistent in both bitrates. These results indicate that the pro-
posed neural compression method achieves clear performance
improvements without increasing computational cost or bitrate.

Second, this trend is also evident under noisy conditions.
Despite the added noise, both PDAC-T and DAC-T successfully
learn to suppress the interference. Moreover, the improvement
PDAC-T achieves against DAC—-T remains similar to the clean
input cases, showcasing the robustness of personalized models
in achieving the joint coding and enhancement goals.

Third, the results show that personalization of the codec is
a valid method for model compression. Across both bitrates,
PDAC-S and PDAC-T achieve significantly higher perceptual
quality than DAC-L. This indicates that personalization pro-
vides superior audio quality even with a 96% reduction in model
size. This performance difference is more evident in the 1 kbps
environment as well.

Finally, it is worth noting that PDAC-T at 1 kbps achieves
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Figure 4: Objective evaluation of the small models under cor-
rect vs. wrong speaker-group assignment. Below ~3 kbps, even
a misclassified PDAC-S outperforms the DAC-S, as the person-
alization gain outweighs the misclassification penalty (Sec. 4).

perceptual quality comparable to or better than DAC-L at 2
kbps. This indicates that personalization not only compresses
model sizes, but enhances coding gain (i.e., twice as much sig-
nal compression) without sacrificing the perceptual quality.
The spectrograms of two utterances from the
test-clean dataset, compressed and reconstructed at
1 kbps, are shown in Fig. 3. The upper row illustrates
reconstruction under clean conditions, where the DAC-S and
DAC-T systems produce spurious harmonic noise and fail to
preserve the formant structure, resulting in unclear phoneme
representation.  In contrast, PDAC-S and PDAC-T yield
reconstructions that more closely resemble the original signals.
The lower row presents a noisy-condition example, comparing
DAC-T and PDAC-T. Here, DAC-T suffers from residual
background noise, whereas PDAC-T effectively suppresses
noise while maintaining speech structure, demonstrating its
denoising capability. These observations highlight that the
proposed personalized neural compression not only improves
speech quality under low-bitrate constraints but also ensures

(h) PDAC-T result on clean (i) DAC-T result on noisy (j) PDAC-T result on noisy
Figure 3: Spectrograms of the original and decoded speech signals. (a—e) correspond to “121-123852-0001.wav” under clean condi-
tion, while (f—j) correspond to “8555-292519-0014.wav” under clean (f-h) and noisy (i, j) conditions. All models operate at 1 kbps.

robustness in noisy environments, outperforming baseline
systems.

When comparing the impact of speaker group classification,
i.e., whether the group is correctly or incorrectly assigned, dif-
ferences in performance emerge in personalized models. As
shown in Fig. 4, PDAC-S with correct group assignments con-
sistently outperforms PDAC—-S with misclassified groups across
all bitrates. This performance gap is evident in every metric, in-
cluding Mel distance, STFT distance, SI-SDR, and PESQ, and
remains stable as the bitrate increases. In low-bitrate condi-
tions, however, personalization proves advantageous regardless
of assignment accuracy: even PDAC-S with wrong group la-
bels surpasses the generic DAC—S in reconstruction accuracy
and perceptual quality. The effect is especially pronounced be-
low approximately 3 kbps, where the benefit of personalization
outweighs the degradation caused by occasional misclassifica-
tion. This can be attributed to the ability of personalized models
to capture common signal characteristics within a constrained
feature space, which becomes particularly effective for com-
pression and reconstruction at low bitrates. In summary, while
the accuracy of speaker group assignment influences the per-
formance of personalized models, the results demonstrate that
personalization provides clear gains over generic models under
low-bitrate scenarios, ensuring robustness in practical deploy-
ments where misclassification may occur.

5. Conclusion

This study proposed a speaker-aware model compression
framework for end-to-end neural speech codecs, addressing the
computational challenges of conventional NSC models. By
grouping speakers based on perceptual similarity and training
group-specific encoders and decoders, the personalized DAC
(PDAC) significantly reduced model size and bitrate while pre-
serving high speech quality. Subjective listening tests showed
that the smallest PDAC maintained the comparable perceptual
quality to the original DAC’s, despite a 96% reduction in model
size and a 50% reduction in bitrates (from 2 to 1 kbps). More-
over, PDAC models remained robust in noisy conditions. These
results demonstrate the practical feasibility of deploying per-
sonalized codecs on low-power devices. Future work includes
switching speaker identity more frequently to improve classifi-
cation the robustness on short segments for real-time scenarios.
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